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Opportunity through Turbulence

Short term:
Macroeconomic challenges

Longer term: Energy
supply and demand imbalance
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ARM has always been at the heart of low power
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Low Power vs. Superscalar ?

The ARM Architecture was originally developed for mobile
processing applications in the early 1990’s.

The ARM Architecture is designed for high-performance and very
low-power implementations (a few 100’s mW)

Today, the ARM Architecture is the standard for low-power mobile
applications is used in over 80% of all mobile products and a large
percent of consumer applications -

Superscalar processor design has been a long standing -

design strategy for high-performance, high-power designs
(10-100 Watts)

Superscalar processors have been successful in personal
computing, server, and high-performance/high-power
embedded markets.

Today, all applications are interested in low-power operation
to meet thermal requirements, reduce power consumption,
and to improve product reliability.
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Architected for Low Power

ARM is a 32-bit Reduced Instruction Set Computer
(RISC) supporting the following common RISC features

Large uniform register file
Load-store architecture

Data processing operations operate only on
register contents

Simple addressing modes, all load/store addresses
are determined from the register contents and instruction fields only

Uniform and fixed iength instruction fields, simpiify instruction decode

ARM architecture also gives you

Control over the Arithmetic Logic Unit (ALU) in every data-processing
Instruction enabling maximum use of the ALU and shifter

Auto-increment and auto-decrement addressing modes for optimizing
program loops.

Load and Store Multiples instructions for maximizing data throughput.

Conditional execution of all instructions for maximizing execution
throughput.
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Challenge I1s Constrained Power

Mobile products are faced with the typical demands for
Increased performance but are limited by battery technology!

1998: Nokia 6110 270h standby 900mAh NiMH
2006: iIMate SP5 250h standby 1150mAh Lithium-ion

<4=m Processor

Emerging large-screen
mobile computing devices
still have very constrained
Battery requirements

<= Battery

Source: J. A. Paradiso and T. Starner,
Energy Scavenging for Mobile and Wireless,
Electronics IEEE Pervasive Computing, 2005.



Minimum Power, or Peak Performance?

400MHz ARM11
Smartphone

http://www.forum.nokia.com/.../nokia_energy_profiler

There is well over 200x
difference in the power
consumed in a modern
smartphone and the
power consumed by
today’s desktops PCs

The ARM Cortex
generation of
processors provide the
performance required
by most personal
computers and are still
used for battery
operated mobile
designs

http://techreport.com/articles.x/12091/13



Cortex-A8 — Today’s Silicon Baseline

Highest performance Cortex-A processor proven
IN mass production today

Superscalar pipeline gives 2 DMIPS/MHz
Integrated TrustZone and L2 cache with ECC

NEON multimedia and signal processing unit
capable of efficient HD video decode

Devices available for highly constrained

mobile devices but also delivers 65nm G+ process
hlgh performance PPA Optimized | Synthesized
Standard Cells Advantage-CE Advantage-HS
Memories Custom Advantage
- Frequency (MHz) ) 74 +
Ecosystem in place -
Area with cache (mm 2) 3.86 3.5
TOOIS, Mlddleware Area without cache (mm  2) 2.79 2.4
Cache size 32K/32K 32K/32K
OS Support Power efficiency with 4.7 316

cache (DMIPS/mW)
attt, 1.0V, 25C



Today’s ‘Low Power’ Devices
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What's next ?

Exponential increasing complexity

Costs more than the
Increase in performance

Diminishing returns from
more complex pipelines

ARM9 ARM11 Cortex-A8
5 Stage Pipeline 8 Stage Pipeline 13 Stage Pipeline



The ARM Cortex-A9 Processors

ARM has developed a

new processor design and is
releasing it as two products

within the common ARM® Cortex™
application and OS architecture

ARM Cortex-A9 MPCore™ processor : A multicore processor
delivering the 2nd generation of the ARM MPCore technology for
iIncreased performance scalability and increased control over power
consumption. ldeal for high-performance mobile handsets, networking
and auto-infotainment devices

ARM Cortex-A9 processor : A traditional single core processor for
simplified design migration in high-performance, cost-sensitive markets
such as mobile handsets and other embedded devices reducing time-
to-market and fully maintaining existing software investments




High Performance and Low Power

Introduces out-of-
order instruction
Issue and
completion

Register
renaming to
enable execution
speculation

Non-blocking
memory system
with load-store
forwarding

Fast loop mode in
instruction pre-
fetch to lower
power
consumption



Cortex-A9 MPCore Processor Structure

and debug

Multicore trace

ARM Coresight Multcore Debug and Trace Architecture

L} 4 L 3 L}

Multicore
Scalability

PTM PTM PTM PTM
FPU/NEON IE FPU/NEON \/E FPU/NEON \/E FPU/NEON IE
Cortex-A9 CPU Cortex-A9 CPU Cortex-A9 CPU Cortex-A9 CPU
Instruction Data Instruction Data Instruction Data Instruction Data
Cache Cache Cache Cache Cache Cache Cache Cache

ARM MPCore
Technology

Snoop Control Unit (SCU)

Snoop
Filtering

Generalized
Interrupt Control

and Distribution Cache-2-Cache

Transfers

Primary AMBA 3 64bit Interface

Optional 2" I/F with Address Filtering
|

Accelerator
Coherence
Port

v v

L2 Cache Controller (PL310)

High memory
bandwidth



Power savings though MPCore

Single CPU

-— For a given workload requirement

O‘i — Unused processors are ‘turned off
<«——Single CPU @ 260MHz,

Testchip consuming ~160mW

Dual CPU (same MHz, same voltage)

Same workload level leaves
headroom on CPUs

Alternatively, up to 50% energy saving
*+— potential with voltage and frequency
scaling

Multiprocessing offers more performance at lower MHz



Adaptive Shutdown to Standby

Maintains coherence while in standby
Allowing immediate entry without any preceding cache house keeping
Allowing for next cycle exit, and back into active service
Does not materially effect the latency of the system

Dynamic energy is saved for entire CPU whenever
no task is schedulable on CPU

Consequence is a direct relationship
between consumed dynamic energy
and computation accomplished

ARM |ISA offers WFI (wait for interrupt)
Instruction to hint to enter standby

See ./arch/arm/kernel/process.c



MPCore: Per CPU Power Control

CPU Logic RAM Wake-up Mechanism
Arrays
Running Powered up Powered N/A
Everything clocked
WFI Powered up Powered Wake up on interrupts (external
clocked
L1 memory system only wakes
up temporally to process SCU
coherency requests
Dormant Power off Retention Via external wake-up event
state voltage from power controller
only
Powered Off | Power off Power off Via external wake up event

from power controller

Management over the level of both dynamic and leakage at a required performance



Hierarchical partitioning for low power

Implementation for Low power through hierarchical partitioning for DFVS

14 Power domains
4 x caches and TLB RAMs
4 x compute Engine Units
4 x core logic cells.
1 x SCU duplicated TAG RAMs
1 for remaining logic: SCU logic cells, peripherals.

Reduced concurrency or All processors active: IEM

lower performance required: scales voltage/frequency

shut down processors for required performance

L A A
Fuly ,—»f Y ) N\
Powered
4 CPU operation with
DFVS extending to
a';, 3 peak performance
g £
\% 27 | Minimum Vdd limits IEM savings
o|'s o W
T O \2 — )
3 “3 o<\°\ 4 CPU operation
5 % 3 CPU operation Energy saving from
CPU shutdown
p\c\’b‘) 2 CPU operation
1 CPU operation } Dormant mode for low
v
. CPU in dormant mode power standby
Powered A T
Down Required performance

Maximum
Shutdown Performance




Architecture demands on Power

Architecture 1A32MH ARM Implication to
Feature (base 80386 (base ARMV5E power consumption
instruction set) instruction set

Instructions in 201 55 Size and complexity

Instruction set of decoder

Instructions ~45 ~50 Level of optimization

generally that can be applied

applicable to to these instructions

software

Instruction 1-17 bytes 2 bytes Complexity, size of

length buffers

Coherence Full Data cache and Level of unnecessary
closely coupled IO | checks

Memory Strongly Weakly ordered How often is memory

consistency ordered re-ordering required

model

[1] http://www.cse.unsw.edu.au/~cs9244/06/seminars/06-nfd.pdf



Cortex-A9 Low Power Microarchitecture

The following are samples of some of the microarchitecture
techniques used to deliver low power (and high performance)

Snoop Control Units enabling the multicore capability

Instruction rename and dispatched technique for out of order execution
and instruction speculation

Instruction Fast-Loop mode for isolating memory and logic use while
executing small loops of code



Coherence Controller
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Snoop Control Unit is responsible for maintaining coherency
The coherence checks are close to CPU reducing amount of logic
Less power consumed, performance scales as per number of CPU

Simple check against “Tag Ram” relieves other CPUs from coherence
snoop and associated power/performance penalties

Direct transfer of data between L1 increase performance and reduce
power associated with driving the request out to the L2




High performance, low power spinlocks

static inline void _raw_spin_lock(spinlock_t *lock)

{
unsigned long tmp;
asm__ _ volatile_ (
“1: ldrex %0, [%1]\n* ; exclusive read lock
“ teq %0, #0\n“ ; check if free
widarekii” » if notf @it \(sav ésapes/eoweerpstbps lmaxlingyling)
strexeq %0, %2, [%1]\n“ ; attempt to store to the lock
tegeq %0, #0\n* ; Were we successful ?
bne 1b* ; No, try again
"=&r" (tmp)
r" (&lock->lock), "r" (1), "r* (0)
"cc", "memory");
rmb(); I/l Read data memory barrier, Stops WO reads << lock write
} /I This is NOP on MPCore since dependent reads are sync’ed

static inline void _raw_spin_unlock(spinlock_t *lock)

{
wmb(); /l data write memory barrier, Ensure payload write visible
/I Ensure data ordering, but does not necessarily wait
_asm__ _ volatile__(
Sstr %1, [%0]\n” ; Release, invalidates any LDREX
mcr p15, 0, %1, c7, c10, 4\n” ; DrainStoreBuffer (flushes to cache)
seev ki ; Signal to any CPU waiting

:"'r" (&lock->lock), "r" (0)

, :"cc”, "memory”); Linux: ./include/asm-arm/spinlock.h



Conclusion

Low power design must be a mix of multiple aspects:
The actual instruction set architecture
The memory consistency model
The techniques available for physical implementation
The micro architecture design and the techniques used to gate power
The software controls for power management

ARM newest Cortex application processors demonstrate very
high performance while maintaining low power

The environment demand for low power computing will drive
significant changes across all markets



